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Abstract— One approach to robotic grasping is to compute
hand configurations, including contact locations, which would
maximize a variety of measures of grasp quality. There is evi-
dence that human-guided robotic grasps exhibit orthogonality
of the wrist as a key feature. Orthogonality of the hand to the
object frame or surfaces is often included in state-of-the art
grasp synthesis algorithms, but here we present a systematic
study of the efficacy of orthogonality alone. The orthogonality-
alone planner works with a surprisingly good success rate on a
variety of physical objects using only a single exposure from a
depth camera and no object models whatsoever. Principal axes
of an object are identified from the point cloud, the approach
angle is determined from the second principal axis, and the
orientation of the hand is vertical from the first axis. When
this technique is applied to 19 novel objects presented in front
of a physical robot, utilizing automatic object segmentation, the
grasp success rate is 98.4%.

I. INTRODUCTION

Grasping everyday objects without failure is a required
feature for assistive robotics. For many applications, grasping
and transportation of objects, but not fine manipulation, is
required. Many elegant models have been used to assure
stable grasps in the past, often including orthogality among
other considerations, as in [1]. Recent work has demonstrated
the power of simpler methods as well, including compliant
mechanisms [2], the use of simple models [3], and real-time
real-robot encounters with everyday novel objects [4], [5].

Inspired by human grasp solutions [6], we explore the use
of orthogonality alone, and demonstrate grasping and picking
up a surprising variety of novel objects. This has implications
for the tradeoff between complexity and performance for
grasping. We hope that this result will serve as a baseline
for simple grasping, and underscore the importance of simple
grasp properties when they are embedded in more complex
grasping schemes.

Grasp testing and evaluation has often been performed
in simulation [7]–[9]. Simulation testing has several clear
advantages over physical testing. The high repeatability
provided by computer controlled environments permits the
comparison of algorithms without adding the complexity of
a robotic manipulation system. Additionally, full 3D object
model information in simulation permits modeling of contact
forces and wrench spaces, leading to quality measures [10],
[11] which allow optimization of these quantities (see [12]
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[11] ). Because of this, simulation has is a good evaluation
tool and a great place to validate a grasp before executing it
with a physical robot.

However, recent work in [6] suggests that simulation-
based grasp measures might not correlate well with physical
robot grasp performance. Implementing an algorithm on a
real robot with real objects is integral to fully appreciating its
abilities and weaknesses. Even if object models and physics
simulations are perfect, the task of synching between world
and simulation is complicated by the notoriously difficult
problem of machine perception. When dealing with contacts
[13], the dynamic consequences of misestimating distance
are profound and nonlinear.

There are a variety of methods for real-world grasping. In
[4] and [14], grasps were planned using supervised learning
of images labeled with good grasping locations. In [5],
images are used to learn grades for potential grasps based
on physical properties of the grasp, such as resistance to
rotation. There is also a wealth of successful work [3], [15]–
[17] employing vision for grasping, demonstrated on physical
systems.

Point clouds have also been used successfully for grasp
planning, from using learning based on labeled examples
[18], allowing shape approximation via minimum volume
bounding boxes [8], [19], on-the-fly object modeling [20],
etc. In much of the work, point cloud sensing is used to
reconstruct models of objects in simulation in order to use
model-based planning methods [21], sometimes including
considerations of gripper geometry [22]. In [23], heuristics
based on a segmented point cloud are used in conjunction
with contact-reactive grasping.

Our approach also uses a point cloud from a single depth
camera exposure, however, we seek to explore the limits of
open-loop grasping based on a single heuristic. Our design
is driven by two motivations. First, we are motivated by the
fact that single degree-of-freedom, no-intelligence prosthetic
hands can grasp almost all objects of the right size and
weight. This may be due to the fact that the human wearing
it determines the approach angle and orientation. So rather
than focusing on the individual finger movements, contact
point location and properties, or object models, our approach
focuses on the approach angle and orientation of the robotic
hand alone and let the robot grasp and conform to the object.
Second, experiments have revealed that humans approach
an object orthogonal to the object principal axis [6] and
approach orientation is a powerful predictor of successful
grasp [3]. Our approach uses this orthogonality as the only
feature used in the planner. While other grasp planning
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research has included considerations of orthogonality, our
experiment suggests that this single feature can achieve a
variety of grasps at considerably reduced complexity. We
present this technique treating an object as one structure in
Section II, and treating it as multiple subcomponents using an
autonomous segmentation algorithm in Section III. Section
IV discusses the implications of our experiment.

II. ORTHOGONAL GRASP PLANNER

A. Platform

Our platform for implementation and testing was a 7 DOF
Barrett WAM Arm with 4 DOF BarrettHand [24], mounted
on a Segway RMP base. The base did not move around
during this experiment. The platform was controlled using
the Robot Operating System (ROS) [25], which provides a
framework for control of the robot and acquiring measure-
ments from the depth sensor. The system employed a BiRRT
path planner [26] integrated into OpenRAVE [27] to generate
trajectories from the resting position to the grasp. This path
planner avoids robot self-collisions and collisions with the
environment. Depth data was recorded with a Primesense
depth camera providing a point cloud of 3D points. The
transformation between the coordinate frame of the cloud
data and that of the robot was known. The points which
represent the object were segmented from the environment
by defining a workspace bounding region. Points inside the
region are considered part of the object, and points outside
of the region are excluded.

B. Methods

1) The Orthogonality Feature: The point cloud was
loaded into OpenRAVE, the principal axes were computed as
shown in Fig. 1, and the midpoint of the cloud was identified.
To set the approach angle, the angle between the hand Z axis
and the second principal axis was computed and the hand was
rotated so that the two axes were parallel. The hand Y axis
was aligned with the object’s first principal axis, resulting in
the hand being aligned with all axes of the object as pictured
in Fig. 1. The palm was translated along the second principal
axis to a distance l from the object midpoint, as calculated
in Algorithm 1.

The distance from the palm to the object is a function
only of the hand geometry and the projection of the points
onto the object principal axes, not of any explicit model of
the object surface. If the robot cannot achieve this grasp due
to the kinematics of the arm, then the relative order of axis
importance is switched so that the grasp approaches along a
different axis.

Algorithm 1 Palmar distance algorithm
P ← PointCloud3D

P ′ ← projection of P on CloudSecondAxis
l← |max(P ′)|

(a) (b)

(c)

Fig. 1. (a) Hand coordinate frame. (b) Point cloud principal component
axes. The lengths indicate their relative importance. (The magnitude of their
associated eigenvalues.) (c) Soap grasp after alignment. The inset depicts the
principal components of the point cloud on the left and the hand coordinate
axis on the right.

TABLE I
OBJECTS AND THEIR CORRESPONDING INDICES

Index Object

1 L-Shaped Wood
2 C-Shaped Wood
3 Pitcher
4 Tea Box
5 Soap Bottle
6 Camera Pouch
7 Plush Man
8 Wine Glass
9 Tripod

10 Slingshot
11 Wide Box
12 Generic Box
13 Phone
14 Tall Box
15 Powerstrip
16 U-Shaped Wood
17 Tri-Corner Wood
18 Full Beer Can
19 Coil of Wire
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Fig. 2. All tested objects

C. Grasp Testing

The orthogonal grasp planner was tested on 19 objects
shown in Fig. 2 with names listed in Table I. These objects
ranged from the mundane, such as cans and pitchers, to
more exotic objects like the slingshot. We designed four
cases (objects 1, 2, 16, and 17) to create difficulties for
the algorithm. These were explicitly constructed to have
appendages, making it difficult to specify a single principal
axis. Each object was placed on a table in front of the robot,
and was tested twice at five randomly selected orientations,
for a total of ten trials per object. Orientation in the table
plane was randomly selected, and objects with significantly
varying axis components in the axis perpendicular to the
table were tested as separate objects. For instance, object
16, the “U-Shaped Wood,” is considered distinct from object
2, the “C-Shaped Wood.” All objects considered were of
appropriate size for the Barrett Hand, such that pinching or
caging grasps would not be required. We address this choice
in section IV-C.

The testing procedure was as follows:
1) A random orientation was chosen for the object.

Fig. 3. Success rates by object for grasps generated by the orthogonal
planner. The planner shows success for most of the objects, but is unable
to generate successful grasps on two objects with exaggerated orthogonal
subcomponents.

2) An exposure was taken from the depth sensor.
3) The planner calculated the principal axes.
4) The planner calculated the final grasp pose.
5) Path planner computed a collision-free trajectory to the

final pose.
6) The arm moved the hand to that location.
7) The hand grasped the object by closing all three fingers

rapidly and simultaneously, and continued to apply
consistent torques to keep the fingers in place.

8) The object was raised up and lowered down over the
course of ten seconds.

During the final grasp pose calculation, if no inverse kine-
matic solution could be found due to the arm configuration,
the trial was aborted. If the object fell or was not successfully
grasped, the trial was deemed a failure.

D. Results

Fig. 3 shows results on individual objects, and Fig. 4
shows typical grasp selections on two of the objects. Out of
19 objects, 13 objects were grasped with 100% success rate.
The strategy appeared consistent with approaches humans
would choose and showed very high robustness. There were
four objects (objects 2, 3, 6, and 7) that ranged from 70%
to 90% success. The grasps chosen for 2,3, and 7 were
occasionally confounded by the object subcomponents, and
object 6 was forced to use top-down pinching-type grasps
due to the kinematic constraint of the object lying close to
the table, which prevented the success rate from reaching
100%. Interestingly, objects 16 and 17 had 0% success rate.
The next section discusses these objects and addresses multi-
part objects.

III. COMPONENTWISE ORTHOGONAL GRASP PLANNER

A. Motivation for Componentwise Planner

We constructed objects 1, 2, 16, and 17 because these
objects do not have any material to grasp at the centroid

1658



Fig. 4. Grasps chosen by orthogonal planner before finger closure. Inset
are the the point clouds and object and hand axes.

of the object. There are surprisingly few objects like this in
everyday environments, but we wanted to push the boundary
of our algorithm by creating these objects. Object 1 was
grasped with 100% success rate. This is due to an interesting
aspect of approaching from the secondary principal axis:
the “foot” at the bottom of the object skews the principal
axis away from the main object body, but this skew is not
significant in the second principal axis since the palm will
be translated to be near the object extents (See Algorithm
1.) The grasps chosen this way are less robust, however,
because their approach is not as perfectly orthogonal, and for
this reason Object 2 was grasped with 90% success instead
of 100%. While object 16 is the same object as object 2,
this object could not be handled at all in the configuration
that is specified as object 16. Fig. 5 shows how the failure
occurred. This is because their global axes differ too much
from the axes of their subcomponents. If those objects could
be partitioned into subcomponents and the decision of which
subcomponent to grasp could be made, the grasp success
could be dramatically improved.

Fig. 5. Simple orthogonality-based grasps for objects 16 and 17. Highly
non-convex objects have midpoints and axes which sometimes foil straight-
forward orthogonality grasps.

Partitioning an object into subcomponents is a well-
articulated problem in grasping, and impressive headway has
been made in solving it [19], [28]. We demonstrate a simple
method for detecting and accommodating these cases which
prioritizes the importance of the principal axis.

B. Methods

In order to detect and use object subcomponents, we
employ a method inspired by RANSAC [29]. RANSAC
seeks to reject outliers by iteratively drawing subsets of
the data and fitting a model to them. The model may be
thought of as a cost function on the subset and fitting means
parameters are found which minimize the cost. By examining
the resultant models, the model which best explains the inlier
data can be estimated.

For this paper, the model is the principal axis, so subsets
of the point cloud are iteratively drawn and fit to a 3D line.
The 3D line is the model which corresponds to the principal
axis of the subset. For the results reported here, each subset
contained 3 points, and 60 subsets were evaluated, but the
algorithm is not critically sensitive to these values. See [30]
for a review of some of the issues surrounding RANSAC
performance. Those models which are highly similar are
merged, and each point in the cloud is said to be “captured”
by the model which best explains it in a squared-error sense.
The model considered the best is the one capturing the most
points, and those models which capture fewer than 1/4 of
that number are removed. This threshold is a free parameter
which controls the degree to which a small object subcom-
ponent should be segmented from its neighbors. The process
is repeated until no model is eliminated. An example of the
performance of this object subcomponent segmentation is
pictured in Fig. 6.

The points captured by a model share a principal axis
which well-characterizes them, but this axis may intersect
other object subcomponents and capture spurious points.
These points contribute error to the estimation of the subcom-
ponent midpoint, and are removed via a self-tuning spectral
clustering algorithm [31]. This clean-up of the cloud is fast,
robust, and contributes no free parameters. We consider only
the cloud corresponding to the best model, which is now
ready for grasping by the original orthogonal grasp planner.
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Fig. 6. Segmentation of a point cloud from object 17 into three subcompo-
nents based on principal axis. The black lines depict the model axis which
best describes each of the object subcomponents.

Fig. 7. Improvements from componentwise segmentation

C. Componentwise Orthogonal Planner Results

Segmentation of the object into components sharing a
set of principal axes greatly improves grasp success. Fig.
7 shows the results with the componentwise orthogonal
planner. Objects 16 and 17 were grasped with 100% success
with strategies similar to the ones shown in Fig. 8. The
performance for the objects that had less than 100% success
rate has also improved, and the overall success rate of our
algorithm was 98.4%.

IV. DISCUSSION

A. Insight From Human Solutions

Our use of the orthogonality feature was inspired by
experiments with humans [6], [32]. Often, it is perceived
that drawing inspiration from biological agents adds more
complexity but it is not necessarily the case that complex
behaviors require complex mechanisms [33]. We are inter-
ested in using complex biological behavior to extract simple
rules that help produce more robust robotic behavior. There
are examples of this approach in vision [34], force control

Fig. 8. Grasp correction using subcomponent segmentation for objects 16
and 17.

[35], [36], and microsurgery [37]. There could of course
be uniquely robotic approaches to these same tasks, but
humans serve as an existence proof for task realizability,
and if robotic systems use solutions resembling those of
humans they will be more able to operate in human contexts
and spaces. It is not necessary to replicate general human
cognitive capability to take advantage of particular capabil-
ities with limited scope. There is some evidence that neural
systems choose among a toolbox of special-purpose cognitive
tools themselves [38].

B. Effective Grasping with Minimal Information

Our successful result serves as a proof of concept that
useful subsets of the grasping problem can be solved with
no learning, example databases, or high-dimensional feature
spaces. This result does not preclude the utility of those
tools; grasp planners which leverage a memory of objects
and relate their observations to them could be more capable
of surmounting sensing failures. The orthogonality planner
is dependent on a relatively strong correlation between
point cloud geometry and object geometry, but point cloud
registration and object-from-environment segmentation are
problems for which solutions are becoming quite good, even
in the unsupervised case [39].

C. Grasping All Objects

Our selection of objects spans a significant variety. How-
ever, there are some object classes that present a challenge
in finding valid kinematic solutions given the specific robotic
hand shape. For our experiments, we avoided using objects
that are too small to be grasped by the BarrettHand power
grasps (even if a human operated it with a remote control).
This is due to several factors including the hand size,
finger configurations, and finger/palm degrees of freedom.
If an object is close to other objects, such as in cluttered
environments [18], [40], approach vectors to the object will
be limited and the hand’s size can result in collisions that
would prevent grasp success.

D. Testing Paradigms and Success Rates

We claim the success rate of 98.4% by grasping the object
and moving it up and down for 10 seconds, which is suitable
for some tasks but unsuitable for others. If the grasped
objects must be used in-hand, or are delicate, then the
simple lifting metric used here is inadequate. The planning
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limitations of the orthogonality heuristic would be much
more apparent under more demanding constraints.

V. CONCLUSION

A grasp planner based only on the orthogonality feature on
3d point clouds can grasp a variety of objects on a physical
robotic platform. This method requires no previous experi-
ence or complex object models and accommodates a wide
variety of objects. This result demonstrates that exploiting
insights from human behavior can result in robust grasping
results with relatively little computation, and provides a
baseline for comparison of more sophisticated algorithms.
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